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Figure 1: Experts in establishing inspections procedures are required to

come up with risk matrices. Quantitative measurement of probabilities and

consequences (harms) is desired, but often people can only come up with

qualitative judgements. Table from recommended practices of Det Norske

Veritas 2010.



Figure 2: Sir Francis Galton found median of many precise estimates of

the weight of an ox to be more accurate, on average, than the individual

estimates themselves (Galton 1907). Median grades might also be more ac-

curate. So might majority grades (Balinski and Laraki 2007, 2011)

.



less comfortable with such formulations. For
example, some years ago, my colleagues and
I conducted an expert elicitation among a
group of different types of health experts in
an effort to gain insight about health damages
that could result from chronic exposure to
submicron sulfate air pollution. One of our
experts, an inhalation toxicologist, tried re-
peatedly to answer our questions to provide a
subjective probability distribution on the slope
of a health damage function, but simply could
not bring himself to provide such answers. After
framing our questions in several different ways,
and always reaching an impasse, we suspended
the elicitation. Some days later the expert came
back to us saying he had been thinking about it,
that the questions we had been asking made
sense, and that he wanted to try again. However,
when we did that, he once again found that he
could not bring himself to make the necessary
quantitative judgments. Although this may be
an extreme case, I believe that it also reflects a
broader difference among fields.

Fifteen years ago, the Presidential/Congres-
sional Commission onRiskAssessment andRisk
Management (29), almost all of whose members
were medical professionals, argued that natural
scientists should provide probabilistic assess-
ments of exposures, and economists should
provide probabilistic assessments of damages,
but that health experts should provide only a
deterministic treatment of the health damage
functions associated with environmental expo-
sures. This reticence to engage in making quan-
titative subjective judgments has led some to
draw an overly sharp distinction between vari-
ability and uncertainty—with the claim that only
the former should be described in terms of

distributions (i.e., with histograms). Although
there are certainly situations in which it is
important to distinguish variability from un-
certainty, there are also many decision con-
texts in which distinguishing between the two
simply adds unnecessary complication.

Qualitative Uncertainty Words Are Not
Sufficient
There is clear evidence that without some
quantification, the use of qualitative words such
as “likely” and “unlikely” to describe uncertainty
can mask important, often critical, differences
between the views of different experts. The
problem arises because the same words can
mean very different things to different people, as
well as different things to the same person in
different contexts. Fig. 1 summarizes the range
of quantitative values that respondents attached
to various probability words, independent of
any specific context, in a study conducted by
Wallsten et al. (30). Wardekker et al. (31) re-
port similar findings in more recent studies
undertaken in The Netherlands to improve the
communication of uncertainty in results from
environmental assessments. Fig. 2 summarizes
the range of quantitative values that members
of the EPA Science Advisory Board attached to
probability words used to describe the likeli-
hood that a chemical agent is a human car-
cinogen. Such results make a compelling case
for at least some quantification when assessing
the value of uncertain coefficients or the like-
lihood of uncertain events. The climate assess-
ment community has taken this lesson seriously,
providing mappings of probability words into
quantitative values in most assessment reports
(34–36).

Cognitive Heuristics and Bias
We humans are not equipped with a competent
mental statistical processor. Rather, in making
judgments in the face of uncertainty, we un-
consciously use a variety of cognitive heuristics.
As a consequence, when asked to make prob-
abilistic judgments, either in a formal elicitation
or in any less formal setting, people’s judgments
are often biased. Two of the cognitive heuristics
that are most relevant to expert elicitation are
called “availability” and “anchoring and adjust-
ment.” These heuristics have been extensively
studied by Tversky and Kahneman (37, 38).
Through the operation of availability, people

assess the frequency of a class, or the probability
of an event, by the ease with which instances or
occurrences can be brought to mind. In per-
forming elicitation, the objective should be to
obtain an expert’s carefully considered judg-
ment based on a systematic consideration of all
relevant evidence. For this reason one should
take care to adopt strategies designed to help the

expert being interviewed to avoid overlooking
relevant evidence.
When presented with an estimation task, if

people start with a first value (i.e., an anchor)
and then adjust up and down from that
value, they typically do not adjust sufficiently.
Kahneman and Tversky call this second heu-
ristic “anchoring and adjustment” (37, 38). To
minimize the influence of this heuristic when
eliciting probability distributions, it is standard
procedure not to begin with questions that ask
about “best” or most probable values but rather
to first ask about extremes: “What is the highest
(lowest) value you can imagine for coefficient
X?” or “Please give me a value for coefficient X
for which you think there is only one chance in
100 that actual value could be larger (smaller).”
Having obtained an estimate of an upper
(lower) bound, it is then standard practice to
ask the expert to imagine that the uncertainty
about the coefficient’s value has been resolved
and the actual value has turned out to be 10%
or 15% larger (smaller) than the bound they
offered. We then ask the expert, “Can you offer

Fig. 1. The range of numerical probabilities that re-
spondents attached to qualitative probability words in the
absence of any specific context are shown. Note the very
wide ranges of probability that were associated with some
of these words. Figure redrawn from Wallsten et al. (30).

Fig. 2. Results obtained by Morgan (32) when mem-
bers of the Executive Committee of the EPA Science
Advisory Board were asked to assign numerical proba-
bilities to uncertainty words that had been proposed for
use with EPA cancer guidelines (33). Note that even in
this relatively small and expert group, the minimum
probability associated with the word “likely” spans 4
orders of magnitude, the maximum probability associ-
ated with the word “not likely” spans more than 5 orders
of magnitude, and there is an overlap of the probabilities
the different experts associated with the two words.
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Figure 3: The problem with taking medians is that the same grades can

mean different things to different people. Large differences in the inter-

pretation of probability grades have been documented between doctors and

their patients (Ohnishi et al. 2002), among members of a science panel in the

Netherlands (Wardekker et al. 2008), and among students of business and

the social sciences. Figure from Wardekker redrawn by Morgan (2014).



Figure 4: In supergrading, there is no need for a common language of

grades. The group’s judgement is made up of its individual judgements,

just as the group is composed of its members. Interpersonal differences in

people’s interpretations of the grades are not a liability. On the contrary

they are an asset, enabling the group to arrive at judgements that are more

precise and informative than those of its individual members.



Grade Language L, Li . . .

• Vocabulary: (finite) set of expressions with linear order eg. heavy, light;

probability scores 1− 5; consequence severity grades A− E

• Values: domain of interpretation eg. 0−∞ kg.; 0− 10 failures per year;

0− 12 months downtime

• Interpretation: I: Vocabulary→ Pow(Values) fixes an ordered partition of

the set of values

• Language: vocabulary + interpretation

Superlanguage Lij of Li and Lj

• Vocabulary: gh, where g is from Li, h from Lj, and Ii(g) ∩ Lj(h) 6= ∅;

e f � gh if e �i g and f �j h

• Interpretation: Iij(gh) = Ii(g) ∩ Lj(h)

• Generalization L1...n: L123 is the superlanguage of L12 and L3, etc.

• Fact: any finite list of languages make up a superlanguage.

• Definition: L1 is more precise than L2 if each grade of L2 is definable as

a disjunction of grades from L1, but not the other way around.

• Fact: The superlanguage of several languages is more precise than each

of them whenever they have different grading standards.

Problems and solutions

• Problem: X, the items, and α, an attribute, eg. X = some parts; α(x) =

x’s rate of failure

• Solution S to a problem: 〈G, L〉, where L is a language suitable for grad-

ing α; G is an assignment of L-grades to the items X



• Accurate solution in its own terms: the assigned grades are correct, in

light of the facts α and the meaning I of the grades: ∀x ∈ X, α(x) ∈
I(G(x))

Supersolutions

• Supergrade assignment: Gij(x) = Gi(x)Gj(x)

• Generalization G1...n(x): G123(x) = G12(x)G3(x), etc.

• Fact: Any accurate solutions S1, . . . , Sn to a problem, with languages

L1, . . . , Ln, make up an accurate supersolution S1...n in the superlan-

guage L1...n.

Grading on the basis of observations

• Observational solution: the individual or group arrives at a solution to

the problem at hand on the basis of their observations of the items

• Reliably accurate: the solution arrived at is invariably accurate, despite

variation among profiles of observations (due to noise)

• Existence: A reliably accurate individual solution can be had whenever

the individual’s interpretation of the grades encapsulates noise in the

observations.

• Fact: Any reliably accurate individual solutions to a problem make up

a reliably accurate collective solution in the superlanguage.
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Figure 5: Individuals like this have comparatively high individual ability

(3/4). Lacking diversity in standards, though, the collective expertise of a

supergrading panel with such members is comparatively low (also 3/4).
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Figure 6: These individuals have comparatively low individual ability (2/4).

A supergrading panel of them, because of the diversity in standards, has

comparatively high collective expertise (4/4).



Expertise

• Discernment in a problem: highest number of equivalence classes into

which the individual or group could divide the items by reliably and

accurately grading them. Limited by the noise in their observations.

• Expertise in a problem: discernment expressed as a proportion of the

number of classes into which the items actually divide

• Diversity and group expertise: Diversity in grading standards increases

collective expertise. Some groups with low individual expertise but

high diversity have greater collective expertise than less diverse groups

with high individual expertise.

Conclusions

• Explain current practice: evidence from hiring committees

• Improve practice: use imprecise but accurate judgements from a diverse

group; don’t require eg. anonymity

• Expectation: tolerance for diverse inputs favours collective intelligence

• Next steps: experiments with people, studies of actual ranking practices

in the oil and gas industry
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