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The problem

• Scientists regularly serve as expert advisers for institutions (e.g.
FDA, EMA, academies...), in contexts of risk assessments.

• After discussing, experts often still disagree.

• Problem: How should yes/no decisions be taken within scientific
expert panels?

• The majority rule is often used. Is it the best decision rule?
Does it do justice to the whole views experts have on the question?

• Two simplifying hypotheses are made here:

– the expert panel is asked one binary question.
Example: “Is the risk-benefit ratio of this medicine worth it to be
authorized for commercial use?”

– the expert panel has already deliberated.
No opinion dynamics any more, only aggregation.
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An example about a food additive

• “Grant the authorization provided that the sanitary risk of the
product is lower than 5%” (on some appropriate scale).

• There are 5 experts in the committee:
4 think the risk is at 4%,
1 thinks it is at 14%.

• What should the committee’s decision be?

• Scenario #1: the experts vote with the majority rule.
By 4 against 1, the authorization is granted.

• Scenario #2: they have read Lehrer & Wagner (1981),
and take an average of their assessments: (4× 4 + 14)/5 = 6%.
As 6% > 5%, the authorization is refused.

• Is it a better decision?
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A novel decision-theoretic model

• n agents have to take a binary decision (true/false).

• They do so by comparing a risk assessment a
with a risk acceptability threshold t:

– if a < t, the decision is “true”,
– if a ≥ t, the decision is “false”.

• Without loss of generality: a and t are in [0, 1].
Typical interpretations: probabilities, degrees of belief.

• Agent k has an assessment ak and a threshold tk .
Until Section 4, all tk ’s are the same.

• My problem: How should the ak ’s be aggregated
in comparison with t (or the tk ’s)?
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Novelty of the problem

• Different from problems in Judgment Aggregation theory:
• only one proposition here, not a set of interrelated ones,
• agents don’t have just binary beliefs, but probabilistic ones.

• Also different from problems in Probability Aggregation theory:
• the set of probabilistic beliefs is quite limited,
• because of the threshold, agents also hold binary opinions,

• Somehow, a bridge between these two frameworks.
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Main claims

• My main claims:

– robustness considerations legitimate majority voting on the final
decision (when either a or t is consensual),

– but majority voting shows some limits, especially when both a and t
are not consensual.
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Some probability aggregation rules

• A minimal requirement is that the group is able to justify its
decisions — say whether the risk is below the threshold.

• So a first step of our problem:
aggregate the individual assessments ak into a group’s assessment a.

• Some standard aggregation rules:
linear (weighted) average, geometric average, median ...

• Does majority voting on the final decision escape that requirement
of providing a group’s assessment?

• Actually no. It is equivalent to considering that the group’s
assessment is the median of the individual assessments.

• Our problem: which aggregation rule is the best one?
According to which criteria?
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Probability aggregation and its axioms

• Can we use the results of the theory of probability aggregation?
(reviews: Dietrich and List forth., Martini and Sprenger forth.)

• Probability aggregation considers the following desirable axioms
(reexpressed for our case):

• Independence: the group’s probability a only depends on the
individual probabilities ak . [Automatically satisfied]

• Unanimity preservation: if all agents’ probabilities ak are the same,
then the group’s probability a is this one too.

• Three Bayesian axioms: if some information is learned by all
individuals, then the group’s decision changes by conditionalization on
that event. [Not relevant]
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A large number of suitable rules

• A very large number of aggregation rules preserve unanimity: the
median, linear averaging, geometric averaging, and so on —
actually, any convex function of the ak .

• A classical result by McConway 1981 and Wagner 1982:
linear averaging functions are the only independent and
unanimity-preserving functions.

• This result does not apply, because it requires at least 3 independent
events (here, only 2).

• So, considering a simpler agenda has widened the set of suitable
aggregation rules.

• To aggregate a single probability estimate with a comparison
threshold is a simple problem that cannot be solved within the
probability aggregation framework.
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Robustness

• The aggregation rule should be sensitive to the right features of the
problem, and meet some objectivity standards.

• To simplify the discussion, I will consider only:

– Rm: compares the threshold with the median of the individual
assessments (= majority vote on the final decision),

– Ra: compares the threshold with the linear average (stands for other
averages as well).
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Metrics

• My model relies on a quantitative scale [0, 1].
How is it defined in real cases?

• Typical cases do not have well-defined scales.
A standard question posed to an FDA advisory committee:
“Does the overall risk versus benefit profile for X support marketing
in the US?” (Urfalino and Costa 2015, p.183).

• If experts use different profiles or scales, a numerical average doesn’t
make any sense.

• And the use of some arbitrary scale could affect the average.

• So, unless the metrics is consensual and well-justified,
the aggregation rule should be insensitive to the metrics used.

• Ok for Rm, not for Ra.
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Level of detail

• Discrete or qualitative scales could be used too.

• Consider the case of the IPCC reports.
They use a standardized vocabulary for uncertainties, with
quantitative and qualitative scales, which can be in correspondence:

Term Likelihood of the Outcome
Virtually certain 99–100% probability
Very likely 90–100% probability
Likely 66–100% probability
About as likely as not 33–66% probability
Unlikely 0–33% probability
Very unlikely 0–10% probability
Exceptionally unlikely 0–1% probability

• Whether qualitative or quantitative scales are used, the way the
beliefs are aggregated should not vary abruptly.

• Sound requirement: the aggregation rule smoothly extends to
formulations with discrete and qualitative scales.

• Ok for Rm, not for Ra.
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Bias and strategic votes

• Conflicts of interests can arise.

• Requirement: the aggregation rule is insensitive to strategic
voting.

• With Ra, an expert can express a lower/higher assessment to
influence the group’s decision.
E.g. with a threshold at 5%, express 0.1% instead of 4%.

• Rm is insensitive to these manipulations.
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Errors

• Experts can involuntarily make errors in risk assessments.

• The field of robust statistics has long established that
the median is more robust than an average:

– for a single outlier,
– for the maximum number of contaminated experts a panel can

tolerate.

• Overall, the four robustness requirements favor Rm over Ra.
A departure from probability aggregation.
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Independent factors

• Expert panels, or groups, are generally asked to justify their
decisions.

• Suppose experts share a common and well-justified quantitative
scale (e.g. a probability scale).

• Suppose the risk probability is determined by m independent
factors (e.g. for a drug: unrelated secondary effects).

• The probability a that at least one risk factor triggers:

a = 1−
m∏

j=1

(1− aj ). (1)

• Each expert k may have her own assessment of each factor ak,j .
How aggregate all these ak,j ?
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Independence and the median

• As the m factors are independent, a sound requirement is to
aggregate the individual assessments on them separately. How?

• Adapting previous arguments, the panel should aggregate the
median of the individual assessments on each factor.

• This is requiring the independence axiom.
Because there are several factors, McConway and Wagner’s theorem
now applies: the linear average is the only suitable aggregation rule.

• I.e. using the median can give rise to inconsistencies:

Risk aspect a1 a2 a = 1− (1− a1) · (1− a2)
Agent #1 0.01 0.01 0.0199
Agent #2 0.02 0.01 0.0298
Agent #3 0.01 0.02 0.0298
Median 0.01 0.01 0.0199 or 0.0298?

• So, should my robustness defense of the median be discarded?

• No! Just require that the experts aggregate their views with the
median on the reasons only, not on the final decision.
= premise-based rule.
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A problem for the majority rule

• Each agent now has her own ak and tk .
How should these variables be aggregated, and compared?

• A possibility: compare the average of the ak ’s with that of the tk ’s.
Or compare the medians.

• Consider the case of the majority rule on the final decision.
When t was consensual, it was equivalent to comparing the median
of the ak ’s with t.
Is it now equivalent to comparing it with the median of the tk ’s,
or any other function?

• Theorem. There is no anonymous aggregation function F such that
F (a1, . . . , an) < F (t1, . . . , tn) is equivalent to a majority vote on
whether a < t.
A function is anonymous iff who holds which view doesn’t matter.

• So, in general, a majority rule vote on the final decision cannot be
justified by any meaningful group’s view on a and t.
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Another problem for the majority rule

• But there is worse.

• For objectivity reasons, an expert’s view on a (factual matters)
should be unrelated to her view on t (value judgment)
(= Douglas’ (2004) detached objectivity)

• What should matter is the whole set of opinions
{a1, . . . , an, t1, . . . , tn}, not how some are paired in a particular
agent.

• Definition. An aggregation function G respects
detailed-anonymity in case for any two profiles (a1, . . . , an) and
(t1, . . . , tn), G (a1, . . . , an, t1, . . . , tn) is invariant by any permutation
on either (a1, . . . , an) or (t1, . . . , tn).

• Theorem. When experts can have different assessments ak and tk ,
a majority vote on whether a < t does not respect
detailed-anonymity in general.

• So the majority rule does not respect some form of objectivity.

• Instead: compare the medians of each quantity, a and t.
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Conclusion

• Problem: how should individual views be aggregated, when a risk
assessment is to be compared with a threshold?

• Results:

– robustness considerations clearly favor majority voting on the
decision (i.e. comparing the threshold to the median of the individual
risk assessments).

– when there is no consensus on either a or t, a majority vote should be
avoided, and replaced by a comparison of medians.

• Suggested improvements:

– the institution should offer a well-justified common metrics;
– the majority rule should not be used if there may be no consensus on

either a or t.

• The proposed model is quite general: a and t can be interpreted as
degrees of beliefs or as utility measures, within an epistemological or
an economical framework.

25/26



References

Dietrich, Franz and Christian List. Forthcoming. “Probabilistic Opinion Pooling”. In Oxford
Handbook of Probability and Philosophy, Oxford University Press.

Douglas, Heather E. 2009. Science Policy and the Value-Free Ideal. University of Pittsburgh
Press.

List, Christian. 2012. “The theory of judgment aggregation: an introductory review.”Synthese
187:179-207.

Martini, Carlo and Jan Sprenger. Forthcoming. “Opinion aggregation and individual expertise.”
In Scientific collaboration and collective knowledge, ed. by T. Boyer-Kassem, C.
Mayo-Wilson and M. Weisberg, Oxford University Press.

McConway, Kevin J. 1981. “Marginalization and Linear Opinion Pools.” Journal of the
American Statistical Association 76(374): 410-414.

Urfalino, Philippe and Pascaline Costa. 2015. “Secret-Public Voting in FDA Advisory
Committees.” In Secrecy and Publicity in Votes and Debates, ed. Jon Elster, 165-194.
Cambridge University Press.

Wagner, Carl. 1982. “Allocation, Lehrer models, and the consensus of probabilities.”Theory
and Decision 14: 207-220.

26/26


	Probability aggregation and beyond
	Robustness matters
	Reasons
	When experts don't agree on the threshold either
	Conclusion

